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Purpose
This template provides a structured approach for [Agency] to respond to incidents involving AI systems. An AI incident is any event that compromises the security, accuracy, compliance, or proper functioning of an AI system, or results in unauthorized use of personal information through AI.
When to Use This Plan:
· Personal information is inadvertently entered into unauthorized AI systems
· AI system produces inaccurate results that affect citizens or operations
· AI system is accessed or used without authorization
· AI-generated personal information is improperly disseminated
· AI vendor experiences a data breach
· AI system violates Government Data Collection and Dissemination Practice Act (GDCDPA) requirements or other regulatory requirements
· The AI model’s output quality drops below established agency accuracy thresholds (e.g., probabilistic failure).
Roles and Responsibilities
	Role
	Responsibilities

	Incident Reporter (Any Staff Member)
	· Immediately report suspected AI incidents to the AI System Owner
· Preserve evidence (screenshots, logs, system states)
· Do not delete or modify relevant records

	AI System Owner

	· Activate incident response plan [agency incident response plan link]
· Accountable for leading the investigation and coordinating response along with incident leader and key partners
· Make notifications to leadership and affected parties
· Document incident and response actions

	AI Engineer/Data Scientist
	· Analyzes model behavior, prompt logs, and training data for drift or bias
· Implements technical fixes

	Agency Data Governance Officer
	· Assess GDCDPA compliance implications
· Determine notification requirements
· Coordinate with CDO/ODGA as needed
· Review and approve communications to data subjects

	Agency ISO in partnership with VITA

	Per agency’s cybersecurity incident response plan:
· Secure affected systems
· Preserve digital evidence
· Conduct technical investigation
· Implement containment measures

	Agency Legal Counsel

	· Assess legal obligations and risks
· Review proposed notifications
· Coordinate with OAG if required
· Advise on remediation requirements

	Chief Data Officer (CDO) / ODGA
	· Provide guidance on GDCDPA requirements (Level 1 and 2 incidents)
· Report to OAG as required

	Public Information Officer/Comms Manager
	· Manages communications to the public and media regarding incident and corrective actions.




Response Procedures
Step 1: Immediate Response (Within 1 Hour)
1. Notify the AI System Owner.
1. If possible, the AI System Owner should stop the AI system or process if causing material harm to citizens (e.g. denying benefits, providing inaccurate information).
1. Immediately preserve evidence per the Agency’s Cybersecurity Incident Response Plan [insert link here]. Do not delete logs, prompts, screenshots, or system records.
1. Document incident details including the date and time the issue was discovered, a description of the problem, any error messages or unusual behavior, and who may be affected by the issue.
1. The AI System Owner determines the severity classification of the incident based on any of the criteria below
	Severity 
	Sample Conditions

	Severity Level 1: Critical

	· Personal information of 100+ individuals exposed to unauthorized AI system
· AI system makes automated decisions affecting citizen benefits, rights, or safety with significant inaccuracy
· Breach of AI vendor contract exposing Commonwealth data
· GDCDPA violation requiring OAG notification

	Severity Level 2: High

	· Personal information of 10-99 individuals exposed to unauthorized AI system
· AI-generated information significantly inaccurate but caught before affecting decisions
· Unauthorized access to AI system containing personal information
· Repurposing of data for AI without proper notice/consent

	Severity Level 3: Medium

	· Personal information of 1-9 individuals exposed to unauthorized AI system
· AI system operational failure not involving personal information
· Minor accuracy issues in AI outputs identified and corrected
· Procedural violations in AI use without data exposure


1. The AI System Owner should notify their management team of the issue.  For Severity Level 1 – critical issues, immediately notify the agency’s Data Governance Officer, ISO, and Legal Counsel as well.
Step 2: Assessment and Containment (Within 4 Hours)
1. Convene the AI incident response team (AI System Owner, Data Governance Officer, IT Security, Legal).
1. Identify the scope of incident: 
1. How many individuals' personal information affected?
1. What personal information was involved?
1. What AI system was involved (internal/external/vendor)?
1. What was the cause (human error, system failure, policy violation)?
1. Are there ongoing risks?
1. Implement containment measures: 
2. Disable affected AI system access if needed. 
2. Update system prompts or negative constraints to prevent further hallucinations or "jailbreaking."
2. Revoke credentials or disable API keys if unauthorized use occurred.  
2. If the error followed a model update, roll back the model to a previously validated version.
2. Isolate affected data.  Remove affected datasets from the AI’s retrieval-augmented generation (RAG) pipeline.
2. Contact AI vendor if third-party system involved.
1. Document assessment findings using the AI Incident Response Form 
Step 3: Notification (Within 24-48 Hours)
1. Provide initial status updates to key stakeholders as appropriate.
	Scenario
	Must Notify
	Timeline

	Personal information of citizens exposed to unauthorized AI system
	Affected individuals, CDO/ODGA, OAG (if required)
	Within 48 hours

	AI-generated personal information inaccurate and affected decisions
	Affected individuals
	Within 48 hours

	GDCDPA violation
	CDO/ODGA, OAG
	Within 24 hours

	AI vendor breach
	Agency leadership, CDO/ODGA, affected individuals
	Per contract terms and GDCDPA

	Staff policy violation without data exposure
	Agency leadership
	Within 48 hours

	Security issues or security breach
	VITA Fusion Center
	Within 24 hours



Notification content checklist:
· What happened (in plain language)
· What personal information was involved
· What the agency is doing to address the incident
· What rights individuals have (access, correction, complaint)
· Who to contact for questions
· Steps individuals can take to protect themselves (if applicable)
1. Provide on-going status updates as appropriate.  For Severity Level 1 – critical issues, consider hourly updates to management.
Step 4: Investigation (Within 5 Business Days)
Complete full investigation:
1. Partner with VITA Fusion Center to investigate security-related issues.
1. Review system logs and audit trails for troubleshooting.
1. Analyze AI system behavior and outputs.
1. Review relevant policies and procedures to determine process gaps.
1. Determine if the error was a "hallucination," training data bias, or a failure in the "human-in-the-loop" review process.
1. Identify the root cause of incident.
1. Determine if GDCDPA violations occurred and report the violations to OAG and ODGA.
1. Document complete timeline of incident and findings. 
1. Prepare investigation report using the AI Incident Response Form.
Step 5: Remediation (Within 10 Business Days)
Take corrective actions:
1. Correct inaccurate AI-generated personal information.
1. Review and reverse affected decisions if needed.
1. Remove personal information from unauthorized systems.
1. Retrain or disable problematic AI models.
1. Revoke unauthorized access.
1. Update policies and procedures.
1. Provide staff training as needed.
1. Implement technical controls to prevent recurrence.

For vendor-related incidents:
· Review contract compliance.
· Require vendor corrective action plan.
· Consider vendor relationship changes.
· Update vendor management procedures.
Step 6: Post-Incident Review (Within 20 Business Days)
Conduct lessons learned session and include results in AI Incident Response Form 
1. What worked well in the response?
1. What could be improved?
1. Were policies and procedures adequate?
1. Are additional safeguards needed?
1. Does staff need additional training?
1. Should AI system usage policies be updated?
Common AI Incident Scenarios
Scenario 1: Staff Member Uses Unauthorized AI Tool
Situation: Employee copies citizen complaint containing name, address, and case details into a public LLM like ChatGPT to draft a response.

Response:
1. Immediately document what information was entered
1. Determine how many individuals' information was exposed
1. Attempt to remove data from the LLM and document deletion actions taken and timestamps
1. Classify as Level 2 or 3 severity depending on sensitivity
1. Notify affected individuals per GDCDPA requirements
1. Provide corrective training to employee
1. Review whether agency needs approved AI tools for similar tasks
1. Update policies and training on proper AI use
Scenario 2: AI System Generates Inaccurate Risk Score
Situation: Fraud detection AI incorrectly flags 50 legitimate benefit applications as high-risk, delaying processing.

Response:
1. Immediately halt automated actions based on AI scores
1. Manually review flagged applications
1. Classify as Level 2 severity
1. Notify affected individuals of delay and correction
1. Investigate why AI model produced inaccurate results
1. Review training data and model parameters
1. Retrain or recalibrate model as needed
1. Implement additional validation before automated actions
1. Document accuracy issues and corrective actions
1. Consider if model should be temporarily disabled
Scenario 3: AI Vendor Data Breach
Situation: Third-party AI service provider notifies agency of breach exposing personal information.

Response:
1. Immediately activate agency’s and VITA’s incident response team
1. Classify as Level 1 severity
1. Request detailed breach information from vendor
1. Determine which agency data was affected
1. Coordinate notification to affected individuals within 48 hours
1. Review contract terms and vendor obligations
1. Assess vendor's breach response and corrective actions
1. Determine if vendor relationship should continue
1. Update vendor management procedures
1. Document entire incident per SEC 530
Scenario 4: Data Repurposed for AI Without Proper Notice Per GDCDPA
Situation: Agency discovers that data collected for benefits administration is being used to train predictive analytics model without providing required notice to data subjects.
Response:
1. Immediately cease using data for AI training
1. Classify as Level 2 severity
1. Conduct legal authority analysis for AI purpose
1. Determine proper notice and consent requirements
1. Draft and provide required notice to all affected individuals
1. Obtain consent if required
1. Do not resume AI use until proper authorization in place
1. Document legal basis for AI use
1. Update data governance procedures
1. Train staff on repurposing requirements
Appendix A: Individual Notification Template
Subject: Important Notice About Your Information

Dear [Individual Name],
We are writing to inform you about an incident involving [your personal information/an AI system that processes your information] at [Agency Name].

What Happened: [Plain language description of incident]
What Information Was Involved: [List specific types of personal information]
What We Are Doing: [Describe response actions and remediation]
Your Rights: Under the Government Data Collection and Dissemination Practices Act, you have the right to:
· Access your personal information in our records
· Request correction of inaccurate information
· File a complaint with the Office of the Attorney General
What You Can Do: [Describe any protective steps individuals should take, if applicable]

Contact Us: If you have questions, please contact: [Name, Title, Phone, Email]
We take the protection of your personal information seriously and apologize for this incident.

Sincerely, [Agency Official Name and Title]

This document was developed with the assistance of AI tools. Human editors have reviewed and edited the document and are responsible for the content.
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